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What question should we ask next in an online survey? Which is the most promising compound to test
for the development of a drug? Where does an unknown function achieve its maximum? These are a few
examples of seemingly distinct questions that constitute the same fundamental problem—designing experiments
to acquire data that helps us reason about an underlying process. Experimentation and data collection are
expensive endeavours: in addition to direct costs, such as chemical compounds for drug development, virtually
all experiments require time, human attention and data storage space. Therefore, designing optimal experiments
is crucial for controlling costs and gathering useful information that ultimately helps us make better decisions.
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Figure 1: Traditional adaptive BED op-
timise individual designs at each iteration
and update prior to posterior beliefs.

Bayesian Experimental Design (BED) is a powerful mathematical frame-
work for tackling the optimal design problem. Its guiding principle is that
of information maximisation: the optimal design is the one maximising the
expected information gain (EIG). In most applications we want to perform
a sequence of T experiments, allowing the choice of future designs to be
guided by past data. The Bayesian approach to experimental design is
particularly effective in such situations as it takes into account existing
knowledge about the process of interest being studied. Figure 1 illustrates
the traditional adaptive BED procedure: starting with prior beliefs about
the process, we first obtain the optimal design by maximising the EIG;
next, we run that experiment to get an outcome; finally, we update our
prior to posterior beliefs that incorporate this new information. In the next
iteration the posterior becomes the prior and the procedure is repeated.

Despite the huge potential of obtaining information more quickly and efficiently, the widespread adoption of
adaptive BED is severely limited by two key challenges. The first one is the computational cost of optimising
the EIG objective and the subsequent updating of beliefs, making it infeasible to run adaptive experiments in
real-time settings. The second challenge is that of automation. Although BED is an entirely automatic procedure
in theory, it may require significant application-specific analysis and optimisation adjustments at each step of
the experiment, making it difficult to automate in practice. The ultimate goal of our project is to overcome
these challenges by developing an adaptive BED framework that can be deployed quickly and effortlessly.

Deep Adaptive Design (DAD)—a novel approach to Bayesian experimental design, which we introduced at
ICML 2021 and expanded further at NeurIPS 2021—is a key milestone toward this goal.1 The DAD framework is
the first to enable automated, real-time, adaptive experimentation, making it a truly transformative innovation.
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Figure 2: Policy-based adaptive BED
optimise a function before the experiment.

The main methodological difference, which marks the critical change from
previous BED methods, is that our approach optimises a policy instead of
individual designs (Figure 2). We represent this policy as a neural network,
which is optimised to produce the best design for the next experiment
iteration by utilising all the information acquired so far. Crucially, we
optimise the network upfront, which removes the computational burden
from the live experiment and allows for sharing computation across mul-
tiple experimental instances. For example, with DAD, we can personalise
questionnaires and add new participants to a survey at no extra cost by
using the same network. In contrast, to achieve such personalisation with
the traditional approach, we would need to apply the time-consuming
procedure of Figure 1 to each and every survey participant.

How time-consuming is traditional BED? Comparisons on a wide range of benchmark experiments showed that
DAD is more than a million times faster to deploy, with design decisions made in milliseconds, compared to five
minutes for the traditional BED. In addition to being lightning fast, DAD demonstrated superior performance in
terms of the quality of designs proposed. The main reason for the outperformance is the novel optimisation
objective for the policy network, which we introduce along with a scalable and efficient computational scheme.

The next step in the development of our project would be to test DAD’s limits on a diverse set of real-world design
problems, which will naturally lead to further improvements. For example, we are exploring the application of
DAD to the design of Quantum Processing Units (QPUs), which would require refining our method to tackle very
high-dimensional problems. We are also actively looking for collaborations in the natural and social sciences.

1International Conference of Machine Learning (ICML) and Neural Information Processing Systems (NeurIPS) are some of the
top-tier venues for machine learning and artificial intelligence.


